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ABSTRACT: 

Context: The set of requirements for any project offers common ground where the client and the company agree on the most 

important features and limitations of the project. Having a set of requirements of the highest possible quality is of enormous 

importance; benefits include improving project quality, understanding client needs better, reducing costs, and predicting project 

schedules and results with greater accuracy. 

Objective: This paper’s primary goal is to create a methodology that can provide effective and efficient solutions for modifying 

poor requirements integrated into a full-fledged system, extracting the main features of each requirement, assessing their quality 

at an expert level, and, finally, enhancing the quality of the requirements. 

Method: In the first step, a machine learning algorithm is implemented to classify requirements based on quality and identify 

those that are the likeliest to be problematic. In the second step, the genetic algorithm generated solutions to enhance the quality 

of the requirements identified as inferior. 

Results: The results of the genetic algorithm are compared with the theoretically optimal solution. The paper demonstrates the 

significant flexibility of genetic algorithms, which create a wide variety of solutions and can adapt to any type of classifier. From 

the initial dataset of requirements, the genetic algorithm finds the optimal solution in 85% of cases after 10 iterations and achieves 

59.8% success after only one iteration. 

Conclusions: Genetic algorithms are promising tools for requirements engineering by delivering benefits such as saving costs, 

automating tasks, and providing more solid and efficient planning in any project through the generation of new solutions. 

 

 

1. Introduction 

At the beginning of any IT project, there is always a specifications phase that 

is typically companied by inconveniences and challenges. These arise because 

the client and service provider have very different views and knowledge levels 

about the project. The primary goal of requirements engineering is to solve these 

issues.  

Requirements engineering helps the service provider obtain a better 

understanding of the problem, a greater awareness of the client’s needs, and a 

deeper comprehension of how end users will employ the software [1]. Thus, high-

quality requirements are a key pillar in planning any software project; they can 

help avoid consequences, such as unnecessary changes due to a lack of 

comprehension of the client’s needs, the appearance of a lack of professionalism 

if the final product does not fulfil the client’s expectations, and erroneous 

estimations of the project’s scope and thus costs. 
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A new methodology to assess the quality of requirements uses decision trees  

[2-4]. It takes advantage of the internal rules of these decision trees to find the 

most optimal solution for changing poor requirements. It deserves special 

mention since the final results of those studies serve as the starting point for this 

investigation. The main difference involves this study’s reliance on genetic 

algorithms for generating new solutions, which offers a wider variety of options 

and more adaptability to a project’s needs at the modest cost of extra time for 

calculation. 

A system that classifies non-functional requirements in software projects 

through semi-supervised machine learning has already been reported [5]. It is also 

possible to find other valid approaches, such as a framework based on a 

methodology that guides the user through the process of creating high-quality 

requirements [6] and the use of genetic algorithms with two levels of 

approximation adapted to the demands of requirements engineering [7]. 

The importance of requirements engineering has been demonstrated by 

establishing a relationship between requirement quality and project performance 

and outcome [8].  

The present study offers a methodology based on machine learning 

techniques for improving requirements identified as poor The main target is to 

provide a set of effective solutions that can address the problematic requirements. 

These solutions will be shown to the end user to choose that is most appropriate 

for each case. This is accomplished by combining genetic algorithms with 

machine learning classification. 

 

 

 



 

2. State of the art 

2.1. Requirements engineering: 

Requirements engineering is the process by which a client’s needs for a 

software system are analysed, collected, and verified in some way [9]. This 

type of research is highlighted by approaches such as improving the quality 

of security requirements using predefined patterns [10]. 

Some previous articles have focused on the classification of requirements. 

In [11], the major goal is the prioritisation of requirements for geographically 

distributed informatics systems; the results of the algorithm will change 

depending on the stage reached in the incremental development project. In 

another example, requirements were grouped based on their quality and 

implementation through an algorithm that generates a qualitative rating for 

every requirement [12]. 

Another common problem for requirements engineering is conflict 

detection, as different requirements can sometimes be contradictory. That is 

the main issue tackled in [13], which reports on the development of a tool 

based on a Bayesian algorithm with the primary goal of finding conflicts 

within a very large set of requirements. Another equally valid solution [14] 

uses a two-step framework: first, it analyses every requirement for 

inconsistencies, after which the framework spots conflicts within different 

requirements. 

Requirements engineering presents different challenges that can be 

handled with a wide range of strategies. For example, one approach is a new 

technique for automatically detecting the ambiguity of any term [15]. The 

algorithm searches to see if a meaning is overloaded with various words or if 

a word is overloaded with various meanings. These cases are very prone to be 

misused and misunderstood by the different involved parties. Furthermore, 

the paper [16] shows a slightly similar methodology to the solution. They 

analyse the natural language in order to extract the main features of each 

requirement. However, in this case, the algorithm splits the requirements into 

different entities, which will be assessed as a unit afterwards. 

The methodology of the aforementioned paper is based on three steps: 

first, the tool parses Natural Language for the software specifications 

according to a constraining grammar. Second, based on the relationships 

created in the first step, the tool creates the classes’ methods and variables. 

Last, the model is diagrammed, so inconsistencies can be detected via human 

review. 

It is of paramount importance to achieve a great level of efficiency in any 

requirements engineering solution by automatizing tasks and reusing the main 

features. A simple but useful solution can be found in [17], an article that 

consists of a systematic review analysing 15 different approaches for reusing 

the requirements based on the extracted features of the natural language 

processing. 

We should also consider that the involved parties have different priorities, 

which may lead to conflicts. Paper [18] demonstrates that it is possible to 

solve this pitfall of requirements prioritisation by simply using questionnaires. 

Their methodology is based on their assessment of the different parties 

involved. After gathering the results, the algorithm performs some calculation 

accounting for everyone’s opinions. 

It is also worth mentioning the most recent studies in this field: first, the 

research [19] suggests the usage of automatic Java algorithms with the main 

goal of identifying the non-functional requirements in an early stage of the 

project. Second, the systematic review [20] evaluates different criteria for 

classifying the requirements depending on each quality, making some 

inferences for having a great classification criterion. Last, the paper [21] 

studies the evolution of the requirements quality through the entire process of 

any software project. After performing different experiments evaluating the 

changeability of the requirements throughout the lifetime of the project, the 

scientific publication suggests using machine learning to predict this feature. 

 

 

 

2.2. Genetic algorithms 

A genetic algorithm consists of an adaptive method that can be used to solve, 

search and optimise problems. Its operation is be based on the genetic process 

that living organisms have through different generations of chromosomes [22]. 

Genetic algorithms consist in a very powerful tool applicable to various 

purposes such as the improvement of efficiency in project planning [23], or to 

fulfil a scenario with changeable demands, genetic algorithms can also be used 

for tallying the schedule towards other applications such as the distribution of 

actuators and sensors in large infrastructures, using genetic algorithms multi-

objective with the main target of efficiency [24]. 

Using its multiple implementations, this paper highlights requirements 

engineering. The paper [25] shows an interactive genetic algorithm easily 

adaptable to the client’s changing needs; it proves very suitable for those projects 

developed with agile methodologies and incremental development. 

The basic functionality is to analyse the different limitations of each 

component of the project, analysing the relationships between the entire set of 

requirements. Besides, the project has measured and optimised the response time. 

For the validation, this algorithm worked in a real case scenario comparing the 

already existing results with the genetic algorithm. The results show a great 

approximation classifying the importance and the quality of the set of 

requirements. 

Moreover, in other mathematical applications, similar to [26], the main goal 

is to find the most optimal result inside a mathematical function. In this research, 

the input values are generated by a mathematical function; specifically, a 

multidimensional function with a minimum value within the hyperbola is passed 

to the input rectangular data. In order to achieve that, the researchers created a 

parallel genetic algorithm. 

 

2.3. Strongly related studies 

In project planning, we have to deal with decisions of whether or not to 

increase the product development cycle and with challenges such as estimating 

the product quality or reducing costs. A solution is provided in [27]. 

This particular study uses QDF (Quality Deployment Function) to extract the 

basic concepts for each requirement. This process will result in a matrix where 

all the components of the project are detached. The QDF outputs indicate the 

maximum level of optimisation that is possible to obtain. The program ultimately 

uses genetic algorithms to compare how good the solution was compared to the 

QDF values. 

One of the most important aspects of requirements engineering is identifying 

the non-functional requirements as soon as possible to save costs and have great 

project planning. That is the main purpose of [5]. 

The paper consists of a methodology for categorising the requirements based 

on NPL (Natural Language processing). The calculation of these data depends on 

your training instances, being able to adapt to different scenarios. 

The main objective is to guide the process of creating requirements, offering 

useful advice by identifying non-functional requirements. In order to accomplish 

this goal, the application uses semi-supervised machine learning algorithms. 

These algorithms classify the requirements into different categories while 

identifying different textual properties for each row. 

The results show a success rate of 70%, creating empirical evidence that semi-

supervised machine learning has a lower effort cost while offering relatively good 

results compared with human classification. 

Third, [28] shows a tool that measures and predicts the usefulness of a 

requirement, improving the set of requirements through the use of genetic 

algorithms. 

The program takes UML’s diagrams as inputs to perform a stress test for each 

requirement. Meanwhile, an empirical analysis of the obtained data is carried out. 

Hence, the main objective is the improvement of efficiency, greater 

effectiveness, and better project planning. In order to validate the solution, the 

paper has made an empirical evaluation for robustness and scalability. 



 

Fourth, the article [6] has the main goal of creating good quality and effective 

set of requirements. It created a framework that uses neural networks for 

predicting the quality of requirements. At the same time, the algorithm uses case-

based reasoning to create a more realistic solution. 

The study consists of one more step in requirements engineering, respecting 

the standards with a slightly different approach and obtaining a great efficiency 

level due to the time reduction in the quality assessment process. 

Fifth, the scope of [8] is based on the requirements performance prediction 

with the usage of statistical models. In other words, this research takes the quality 

of requirements as an input, and with the usage of statistical models, can output 

the predicted project performance. 

The study uses empirical data collected from different programs within the 

federal government. For making predictions, the study uses a tool that validates 

each requirement applying NLP. In order to validate the solution, the research 

chooses a scenario with real data and cross-validation. 

The improvement of efficiency and effectiveness in requirements engineering 

also reached the laminated material companies. The paper [7] suggests the use of 

genetic algorithms with two levels of approximation to find the best solution at 

the lowest cost. 

Here, I would like to talk about [2]. This study consists of the starting point 

for this research. The main purpose is to identify the quality of requirements with 

a two-step methodology: first, the methodology extracts different features from 

each requirement applying NLP. Second, it takes the extracted features as inputs 

for predicting the quality of requirements using different machine learning 

algorithms. 

For validating the solution, the paper uses real data with cross-validation 

techniques, showing an accuracy of 87.72% using pairs of comparisons with the 

C4.5 algorithm. 

Last, the research has evolved into a dissertation [3]. The final project goes 

one step further; it uses decision trees as binary classifiers and reuses the inner 

rules of the decision trees to make suggestions of how to modify the bad 

requirements. Within the main strengths of the research, this paper highlights the 

completeness of the solution and its validation, measuring it quantitatively using 

real data and cross-validation. However, the capacity for generating new 

solutions relies on the usage of a rule induction system as a classifier. 

 

3. Methodology 

The methodology aims to assist the end user in improving the bad quality 

requirements. In any stage inside project planning, it is crucial to identify the 

functional requirements at the very beginning of the project planning and non-

functional requirements as soon as possible to save costs and having a strong 

base for shaping the future project. However, it is equally important to 

enhance the quality of the bad requirements. In other words, it is not enough 

to identify the problems; it is also necessary to tackle them. 

The proposed methodology can handle this problem through different 

sequential steps: 

· First, it takes as inputs the different attribute values extracted via NLP 

[4]. 

·  Second, it implements binary classifiers for creating two requirement 

categories: good and bad quality requirements [2]. 

·  Third, it takes the bad requirements as input data to execute the genetic 

algorithm. The main purpose of this is to generate different suggestions for 

altering the bad requirements. 

·  Fourth, the methodology assesses the quality and the effort cost for each 

generated solution and uses this information to mutate and create newer, better 

suggestions. 

·  Last, the methodology shows the most effective and efficient suggestions 

to the end user, assisting and guiding but without obligating the client, leaving 

the final choice to the end user. 

 

 

3.1. Metrics 

For describing and calculating the quality of requirements, there are arguably 

infinite approaches presenting the desirable properties, such as unambiguity, 

validability, or understandability [30]. In this study, following the previous 

approach of [2], the attributes are described quantitatively using NLP. 

In order to calculate the effort cost for changing the bad requirements, an 

initial set of requirements previously classified by their quality is obtained. 

Afterwards, the algorithm extracts the main quality metrics and applies machine 

learning techniques to replicate the expert’s quality function [29]. 

Finally, the solution takes the requirements classified as ‘bad’ as inputs to 

improve their quality using the genetic algorithm. In order to measure the 

efficiency of the genetic algorithm, the effort costs are compared with the results 

obtained by the methodology in [29], representing the optimal value. In verifying 

the effectiveness of the genetic algorithm, the new suggestions for changing the 

bad requirements are also classified to ensure they are of good quality. 

Theoretically, the best modification would be the one that most improves the 

quality of the requirement. However, in a scenario with binary classification, any 

change between both classes implies the same change of quality. Hence, the 

methodology considers better those solutions with a lower effort to achieve them. 

In other words, the methodology searches for solutions with the lowest changes 

and equally classified as good quality. 

Table 1 

Estimated effort cost for each attribute. 

Metrics Effort cost 

No. ambiguous expressions 1 

Boilerplates representation 5 
No. conditional expressions 1 
No. connectors 1 
No. dependencies 0 
No. design expressions 2 
No. domain concepts 2 
No. domain verbs 2 
No. flow expressions 2 
No. imperative expressions 1 
No. implicit expressions 1 
No. incompleteness expressions 1 
No. in-links 0 
No. negative expressions 2 
No. hierarchy levels 0 
No. characters between punctuation 0.01 
No. out-links 0 
No. verbs in the passive voice 0 
No. rational expressions 1 
Readability requirement 3 
No. speculative expressions 3 
No. subjective expressions 1 
No. number paragraphs 1 
No. number words 10 
No. requirement changes 0.5 

. 

 

3.2. Elements of the methodology 

The proposed methodology consists of a full-fledged methodology for 

classification generation of good quality solutions, which is composed of the 

following sequential steps graphically summarised in Figure 1: 



 

 

Fig. 1. Sequential steps of the methodology. 

 

 

Step 1 – Evaluate the quality of requirements: The input data of this step is a 

corpus of requirements that are described by 24 different attributes plus the class 

attribute, as shown in [4]. Through this set of requirements, the methodology uses 

binary classifiers for grouping the requirements in bad and good quality. The 

methodology is flexible enough to better adapt to the client’s needs using any 

kind of binary classifiers, regardless of whether it is supervised, not supervised, 

semi-supervised learning, a neural network or a non-interpretable algorithm. 

Although the methodology supports any kind of binary classifier, it is worth 

noting that the main goal is to emulate the decisions of an expert, achieving the 

best accuracy. Due to their great performance and robustness, a good 

recommendation would be to use any random forest. 

Step 2 – Generate new solutions for the bad requirements: In this stage, the 

methodology gathers each requirement classified as ‘bad’ and can generate the 

first generation of chromosomes with completely random solutions; to achieve 

this goal, it performs different subtasks: 

 

·  First, it obtains the maximum and minimum values for each attribute 

from the previous 1,026 analysed instances of the dataset. For example, in 

the attribute for the number of words. The minimum will never be 

negative, and the generated solutions will never exceed the maximum 

value found in all the instances. In the case of the nominal attributes, the 

maximum and minimum values depend on the number of possibilities. The 

minimum and maximum values for each attribute can be found in Table 2 

· Second, it generates completely random values within the minimum and 

maximum found for each attribute. The initial population is composed of 

12 Chromosomes. Representing 12 initial possibilities for mutating the 

final answer. 

·  Third, the algorithm calculates the effort costs based on the quantitative 

measures provided heuristically for each of the newly generated solutions. 

The solutions that are more similar to the target chromosome are the ones 

with lower cost and hence, the algorithm will prioritize them in the 

mutation and reproduction in the next generation. It is worth remarking 

that the costs are calculated according to the values shown in Table 1 

· Fourth, the algorithm assesses the quality of the newly generated 

chromosomes. The new solutions classified as ‘bad’ are penalized but not 

discarded with an additional effort cost of 1,000 points.  

With the current metrics, the effort costs will rarely overpass 100 points. 

In order to penalize the bad requirements using a meaningfully higher 

number permits the genetic algorithm to place those chromosomes at the 

end of the generation and prefer any other solution classified as good 

regardless of its effort cost. 

·  Fifth, the genetic algorithm chooses the best chromosomes to reproduce, 

eliminating the highest effort costs with tournament selection, two elite 

chromosomes and a mutation rate of 20%. The algorithm loops generation 

upon generation until the exit condition is fulfilled. The exit condition is 

found when five hundred generations are being generated without 

improving the most efficient solution. 

· Last, the genetic algorithm repeats this process during ten iterations. 

Gathering in each case the best chromosome found. 

 

Step 3 – presenting the best suggestions to the end user: In the end, the 

methodology gathers the best solutions from different iterations. (The ones with 

the lowest costs and good quality) It presents them to the end user as a suggestion 

for changing. Being the human eye the one that takes the final decision. Spotting 

the weakest requirements and assisting the end user for changing them, but 

without obligating him to make those changes in the bad requirements 

 

3.3. Tools 

The tools used for this methodology include: the genetic algorithms created 

from scratch using Eclipse IDE version 4.11 with Java version 8 and the binary 

classifiers provided by the WEKA API. 

 

 

 

 



 

Table 2 
The ranges of values for each attribute. 

Metrics Minimum Maximum 

No. ambiguous expressions 0 3 

Boilerplates representation 0 1 
No. conditional expressions 0 2 
No. connectors 0 3 
No. dependencies 0 0 
No. design expressions 0 4 
No. domain concepts 0 7 
No. domain verbs 0 7 
No. flow expressions 0 2 
No. imperative expressions 0 2 
No. implicit expressions 0 2 
No. incompleteness expressions 0 2 
No. in-links 0 0 
No. negative expressions 0 2 
No. hierarchy levels 0 0 
No. characters between punctuation  21  255 
No. out-links 0 0 
No. verbs in the passive voice 0 3 
No. rational expressions 0 1 
Readability requirement 0 32 
No. speculative expressions 0 2 
No. subjective expressions 0 0 
No. number paragraphs 1 8 
No. number words   6  77 
No. requirement changes 0 0 

 

3.4. Example 

This section exposes a practical example of applying the methodology to two 

requirements with different paths. 

• Requirement 1: The user shall be able to select an order form. 

• Requirement 2: A minimum order value in Dollar can be defined in 

an order form. 

The first step would be the same as [4], the process starts by extracting 

different metrics for each requirement, which has the outcome of two instances 

filled with the different attribute values as Table 3 shows: 

• Requirement 1: {0,0,0,0,0,0,1,1,0,1,0,0,0,0,0,46,0,0,0,3,0,0,1,10,0} 

• Requirement 2: {1,0,1,0,0,0,1,0,0,0,0,0,0,0,0,63,0,1,0,1,0,8,1,0,1,13} 

In the next stage, the methodology assesses the quality of every single 

requirement. For that, the algorithm C4.5 was used with pairs of comparisons 

which contained an accuracy of 87.72% with 1,035 instances previously 

classified by experts. At the end of this step, the binary classifier outputs the 

following results: 

• Requirement 1: Good Quality 

• Requirement 2: Bad Quality 

Once here, the good quality requirements are left untouched, and the 

algorithm takes as inputs the requirements classified as ‘bad’ which quality will 

be enhanced one by one. The main goal now is to provide suggestions for 

changing the quality of the bad requirements.  

In the next step of the methodology, a genetic algorithm chooses the best auto-

generated solutions depending on the quality and the estimated changing effort 

cost. The genetic algorithm has the following features: 

• Tournament selection.  

• Mutation rate of 25%. 

• 12 chromosomes per population. 

• 2 elite chromosomes. 

• The exit condition for each iteration is 500 generations without 

finding any new and better solution. 

The genetic algorithm creates the first generation of chromosomes by taking 

the target chromosome as a base and performing random mutations that will be 

different in each execution. 

 

Table 3 

The attribute values for the previous examples. 

Metrics Requirement1 Requirement2 

No. ambiguous expressions 0.0 1.0 

Boilerplates representation 0.0 0.0 

No. conditional expressions 0.0 1.0 

No. connectors 0.0 0.0 

No. dependencies 0.0 0.0 

No. design expressions 0.0 0.0 

No. domain concepts 1.0 1.0 

No. domain verbs 1.0 0.0 

No. flow expressions 0.0 0.0 

No. imperative expressions 1.0 0.0 

No. implicit expressions 0.0 0.0 

No. incompleteness expressions 0.0 0.0 

No. in-links 0.0 0.0 

No. negative expressions 0.0 0.0 

No. hierarchy levels 0.0 0.0 

No. characters between punctuation 46.0 63.0 

No. out-links 0.0 0.0 

No. verbs in the passive voice 0.0 1.0 

No. rational expressions 0.0 0.0 

Readability requirement 3.0 8.0 

No. speculative expressions 0.0 1.0 

No. subjective expressions 0.0 0.0 

No. number paragraphs 1.0 1.0 

No. number words 10.0 13.0 

No. requirement changes 0.0 0.0 

 

Example of the first generation of chromosomes: 

• {3,1, 0, 3, 0, 3, 7, 3, 2, 0, 0, 0, 0, 2, 0,162, 0, 0, 2, 1, 10, 2, 0, 1, 11, 0} 

• {3, 0, 0, 1, 0, 4, 3, 3, 2, 0, 0, 2, 0, 0, 0,212, 0, 0, 2, 0,29, 0, 0, 3, 48, 0} 

• {3, 0, 0, 1, 0, 3, 0, 6, 1, 1, 0, 1, 0, 0, 0, 142, 0, 0, 2, 0, 4, 1, 0, 1, 28, 0} 

• {2, 0, 1, 3, 0, 0, 0, 4, 0, 1, 1, 2, 0, 0, 0,183, 0, 0, 1, 0, 13, 2, 0, 8,60, 0} 

• {2, 1, 2, 2, 0, 1, 6, 7, 2, 2, 2, 2, 0, 2, 0,220, 0, 0, 3, 0,11, 1, 0, 8, 12, 0} 

• {3, 1, 1, 1, 0, 4, 2, 7, 2, 1, 1, 2, 0, 1, 0,165, 0, 0, 3, 0, 10, 0, 0, 2,73, 0} 

• {0, 0, 1, 2, 0, 2, 4, 6, 0, 2, 1, 1, 0, 2, 0,59, 0, 0, 0, 0, 31, 0, 0, 7, 55, 0} 

• {1, 1, 0, 0, 0, 2, 1, 5, 1, 2, 1, 2, 0, 2, 0,219, 0, 0, 0, 0, 3, 1, 0, 6, 30, 0} 

• {3, 1, 2, 1, 0, 4, 4, 5, 0, 2, 2, 1, 0, 0, 0,121, 0, 0, 3, 1, 27, 1, 0, 4,10, 0} 

• {3, 1, 2, 2, 0, 3, 6, 5, 1, 1, 1, 1, 0, 1, 0,154, 0, 0, 0, 0, 30, 2, 0, 6,75, 0} 

• {1, 0, 1, 2, 0, 3, 0, 4, 0, 2, 0, 0, 0, 1, 0,221, 0, 0, 1, 1, 7, 2, 0, 2, 7, 0} 

• {2, 0, 0, 0, 0, 2, 1, 5, 0, 0, 1, 0, 0, 1, 0,147, 0, 0, 2, 0,22, 0, 0, 5, 67, 0} 

 

After the first generation is randomly created, the algorithm calculates the 

effort costs based on the differences with the target chromosome; it penalises the 

new chromosomes classified as ‘bad’. Based on their final score, the top two elite 

chromosomes are chosen, and the processes of mutation and crossover are 

executed to generate the second generation of chromosomes. 

The genetic algorithm keeps track of the most recent solution with the lowest 

cost and the execution location of the generation number in order to update the 

best-found chromosome when necessary and verify whether the exit condition is 

met or not. After the exit condition has been met, 10 iterations of the entire 

process are performed by the algorithm; once completed, the best value for each 

iteration is stored. 

Example of results after performing 10 iterations: 

• {1, 0, 1, 0, 0, 1, 1, 0, 0, 1, 0, 0, 0, 0, 0, 63, 0, 0, 0, 1, 0, 2, 0, 1, 20, 0} 

Effort cost: 37.5  generations: 872 

• {1, 0, 1, 0, 0, 0, 1, 4, 0, 0, 0, 0, 0, 0, 0, 55, 0, 0, 0, 1, 0, 1, 0, 1, 9, 0} 



 

Effort cost: 38.08  generations: 1,049 

• {1, 0, 1, 1, 0, 0, 1, 2, 0, 0, 0, 0, 0, 0, 0, 92, 0, 0, 0, 1, 0, 2, 0, 1, 19, 0} 

Effort cost: 40.29  generations: 1,057 

• {1, 0, 1, 0, 0, 0, 1, 2, 0, 2, 1, 0, 0, 0, 0, 63, 0, 0, 0, 1, 0, 2, 0, 1, 6, 0} 

Effort cost: 35.5  generations: 1008 

• {1, 0, 1, 0, 0, 0, 1, 2, 0, 0, 0, 0, 0, 0, 0, 35, 0, 0, 0, 1, 0, 2, 0, 1, 28, 0} 

Effort cost: 42.78  generations: 689 

• {1, 0, 1, 2, 0, 0, 1, 3, 0, 0, 0, 0, 0, 0, 0, 100, 0, 0, 0, 1, 0, 1, 0, 1, 26, 0} 

Effort cost: 47.87  generations: 908 

• {1, 0, 1, 0, 0, 1, 1, 0, 0, 0, 0, 0, 0, 1, 0, 74, 0, 0, 0, 1, 0, 0, 0, 1, 11, 0} 

Effort cost: 37.11  generations: 1,010 

• {1, 0, 1, 0, 0, 0, 1, 2, 0, 0, 0, 0, 0, 0, 0, 63, 0, 0, 0, 1, 0, 2, 0, 1, 29, 0} 

Effort cost: 42.0  generations: 1,283 

• {1, 0, 1, 0, 0, 0, 1, 5, 0, 0, 0, 2, 0, 0, 0, 212, 0, 0, 0, 1, 0, 1, 0, 1, 6, 0} 

Effort cost: 42.98  generations: 1,081 

• {3, 0, 1, 0, 0, 0, 1, 3, 0, 0, 1, 0, 0, 0, 0, 164, 0, 0, 0, 1, 0, 1, 0, 1, 12, 0} 

Effort cost: 43.51  generations: 886 

Finally, the methodology gathers the best solutions and shows them to the end 

user as a suggestion for changing. 

 

4. Implementation 

This section contains all the details about the representation and the 

implementation of the methodology. This research suggests two different 

approaches with different plusses and minuses.  

In order to have an unbiased comparison,  the same decision tree was used 

for binary classification—the algorithm C4.5 with pairs of comparisons. On 

the one hand, the methodology uses the inner rules of the decision tree for 

making suggestions for changing the bad requirements. On the other hand, 

these suggestions for changing the bad requirements are made by the mutated, 

generated solutions from the genetic algorithm. The results are discussed for 

both approaches in section 5.4. 

4.1. Approach 1: Decision trees. 

The first approach would be similar to the previously presented in [3, 29], 

and it goes through the following sequential steps. 

Step 1 – Evaluate the quality of requirements: This step would be common 

to both approaches and includes: first, the extraction of the quality metrics 

from the input requirements. In order to achieve that, the methodology uses 

the Requirements Quality Analyser (RQA) to extract the different attributes 

presented in Tables 1, 2 and 3 [4].  

Second, the algorithm creates the learning instances applying different 

attribute values for each requirement 

Last, it estimates the quality of the new requirements using a binary 

classifier. The binary classifier takes a dataset of 1,035 previously classified 

instances by experts in requirements engineering as the training set. In this 

approach, the classifier would need to be a decision tree, excluding the forests. 

Step 2 – Extracting quality metrics: In this stage, the algorithm extracts 

the inner rules that use the decision trees for classification to generate new 

alternatives for the bad requirements. The main goal is to find alternatives that 

allow us to change the bad quality requirements by modifying some of the 

attribute values. 

Step 3 – Calculate the effort costs: Under this approach, all of the newly 

generated solutions are good quality requirements, so it would not be 

necessary to assess their quality, although it would be necessary to measure 

the efficiency of each one depending on the estimated effort costs values for 

each attribute as stated in Table 1. 

Step 4 – Show suggestions to the end user: The methodology outputs the 

total set of solutions to the user so he can pick the one that he deems more 

appropriate in each case. 

 

4.2. Approach 2: Genetic algorithm. 

The second approach takes a different path using the genetic algorithms 

and making the requirements evaluation step completely independent from 

the generation of new solutions. It goes through the following sequential 

steps: 

  Step 1 – Evaluate the quality of requirements: First, the solution extracts 

the quality metrics from the input requirements. Second, the learning 

instances are created to be able to estimate the quality of the new requirements 

with a binary classifier. In this approach, it is possible to use any kind of 

binary classifier, regardless of whether it is supervised learning, unsupervised 

learning, semi-supervised learning, a neural network, or a noninterpretable 

algorithm (if necessary). The final output in this stage is two classify the 

instances into two groups: good quality and bad quality requirements. 

Step 2 – get the range of values for each attribute: After analysing the total 

amount of instances in the dataset, the algorithm gathers the minimum and 

maximum values for every single attribute. In the case of the categorical 

attributes, the different categories are parsed into numbers, and the range 

depends on the variety of options. 

Step 3 – Generate new random solutions: In this stage, the algorithm takes 

as inputs every single requirement that has been previously classified as ‘bad’ 

in the first step. Depending on the minimum and maximum values found in 

the second step, it generates a population of 12 chromosomes with completely 

random values within their ranges. 

Step 4 – Calculate the effort costs: For each generated solution created in 

the previous step, the algorithm calculates the amount of effort cost needed to 

change the bad quality requirement to each random solution, depending on 

the number of units that are needed to change in each case and on the amount 

of estimated effort for each attribute, as stated in Table 2. The algorithm 

ultimately stores this calculated effort cost associated with each solution. 

Step 5 – Penalize the bad quality solutions: For each chromosome in the 

population, the algorithm assesses the quality of that hypothetical 

requirement. First, the methodology follows the same procedure as in the first 

step. However, after the final result is obtained, it penalizes the bad quality 

chromosomes by adding one thousand extra points inside the calculated effort 

cost from the previous step. 

Step 6 – Checking and storing better solutions: After obtaining the final 

value for the penalized effort cost of each chromosome, the methodology 

stores the best chromosome and its associated lowest effort cost from all the 

existing population. In a case where the estimated effort cost is the same for 

two different chromosomes, the algorithm keeps the oldest one without 

updating the best-found chromosome. 

Step 7 – mutate and reproduce the solutions: After generating and 

analysing the first generation of chromosomes, the algorithm searches 

continuously for newer solutions. On the one hand, it mutates them with a 

mutation rate of 25%, generating completely random values for each 

mutation, On the other hand, regarding the reproduction. The genetic 

algorithm uses a tournament population with four elite chromosomes. The 

best-considered chromosomes by the genetic algorithm are those with the 

lowest penalized effort cost depending on the obtained values from steps four 

and five. 



 

Step 8 – Repeat the procedure until the exit condition is fulfilled: The 

algorithm sequentially repeats steps four to seven for each generation of 

chromosomes, updating the best, new solution in step six, if necessary, until 

it finds the exit condition. The exit condition is accomplished when 500 new 

generations of 12 chromosomes are generated (making a total amount of 6,000 

solutions) without finding any new, better solution. With this condition, the 

algorithm supposes that it has found the optimal number and, thus, stops 

generating new solutions. 

Step 9 – Going through a certain amount of iterations: After finding the 

exit condition, the algorithm stores the best solution found for each iteration 

and its associated value for the penalized effort cost. Afterwards, it repeats the 

process from the third step after going through a certain amount of iterations 

(by default, the most recommended number of repetitions is 10 since it 

presents a good relationship between computational power and accuracy).  

Step 10 – Showing the best values to the end user: After gathering the 10 

best solutions, the algorithm eliminates the duplicates if necessary and 

arranges them depending on their quality and the estimated effort costs.. Last, 

these solutions are shown to the end user to assist him in evaluating and 

enhancing the quality of the bad requirements inside any requirement 

engineering process. 

5. Results 

This section details the research questions raised with the usage of the 

methodology, explaining in detail the advantages, disadvantages, and the 

different obtained results with quantitative data from both approaches. 

 

5.1 Research questions 

 

The main research questions addressed by this paper are as follows: 

• RQ1: Is it feasible to create a full-fledge methodology that allows 

classification, improvement, and optimisation of the requirements quality? 

• RQ2: Is it possible to use machine learning algorithms applied to 

requirements engineering for identifying patterns that allow them to classify 

requirements depending on their quality? 

• RQ3: Are genetic algorithms able to provide multiple solutions for 

improving the quality of the already classified requirements? 

 

5.2 Results: 

 

     The previous section presented two very different approaches. Both of them 

present advantages such as a fully automatized ever learning solution adaptable 

to the needs of each project and the criterion of each requirements engineer 

expert. This is something that will never be achieved using some other 

approaches, such as checklists. Additionally, both approaches present highly 

efficient solutions for fixing the bad quality requirements with the minimum 

effort for the end user. 

However, both approaches present some differences. On the one hand, the usage 

of the inner rules of the decision trees for modifying the bad quality requirements 

always finds the most optimal value according to the estimated effort cost. 

     However, this approach also has some drawbacks; for example, it obligates 

you to use decision trees excluding decision forests as binary classifiers, 

regardless of whether it is the most accurate for the dataset or if it adapts well to 

the needs of the project. Besides the theoretically optimal solution, it is not 

necessarily the best since the end user might discard it for any reason. 

On the other hand, the usage of the genetic algorithms makes the process of 

evaluating and generating instances completely independent, and because of that, 

it is possible to obtain advantages such as more flexibility when choosing a 

binary classifier or to have a much wider range of suggestions to the end user 

[RQ3]. However, it is fair to mention that the effort cost was slightly higher in 

almost 15% of the time in comparison with the first approach. 

 

5.2.1. Comparing results from both approaches 

 

For a proper comparison of both approaches, a specific scenario was 

created with the same set of 1,035 requirements; these requirements were 

previously classified by experts into two groups depending on their quality. 

In order to establish the same conditions, the paper used the most accurate 

decision tree found in [2], the algorithm C4.5 model with pairs of comparisons 

in combination with Java programming language and the Weka library from 

this set of requirements, with 546 of them being classified as good and 489 

classified as ‘bad’. 

In order to achieve a great level of efficiency, the genetic algorithm has 

gone through ten different iterations for every bad requirement. The paper has 

gathered every result, also checking for the best result in a separate column. 

In the first column, the acknowledgements also include the best results found 

from the decision trees, which represent the optimal value that could be 

attained. 

The best results generated for the genetic algorithm in all requirements 

presented an average of 2.84 in estimated effort cost; in contrast, the average 

of all the different iterations is 3.87 (min: 3.76; max: 3.98), which means it is 

sensible to state that making 10 iterations implies an enhancement of 36.51% 

(1.03 in estimated effort cost). The difference becomes even wider when 

comparing the medians and the standard deviation metrics.  

In addition, it is also important to highlight the great efficiency level 

achieved by the genetic algorithms with an average of 2.84 in estimated effort 

cost, only 1.06% more than the optimal value of 2.81. What is more, the 

genetic algorithms managed to achieve the most efficient result at least in one 

of the iteration 416 times, representing the 85.1% of the cases.   

Another remarkable result is that the genetic algorithm managed to get 

optimal value in 85.1% of the instances. The frequency graph showed in 

Figure 2 states both results are very similar. The Y-axis indicates the number 

of instances with the specific value, and the X-axis indicates the amount of 

effort cost. The frequency curve is identical in the range of lower values, 

ranging from one to three, and is slightly different compared with effort costs 

higher than four. 

All in all, Figure 2 demonstrates the great effectiveness of the genetic 

algorithm and the fact that the proposed methodology behaves better in a 

scenario where the optimal solution is closer to zero. 

 

 

Fig. 2. Frequency graph with the main results comparing the genetic algorithm and the 

decision tree. 

 



 

It is also important to recall that for each iteration, the genetic algorithm 

has been mutating and reproducing a population of 12 different solutions with 

an exit condition of 500 generations without improving the most efficient 

result. Hence, the number of total generations varies depending on each 

requirement and execution, and due to this, Table 5 gathers the most important 

data regarding the number of generations. 

Table 4 
Summary of the most relevant data regarding the number of generations. 

Metrics       Average Median Standard 

deviation 
Iteration 1 1,055.80 1,359.00 350.91 

Iteration 2 1,049.51 1,584.00 334.23 

Iteration 3 1,048.66 1,449.50 342.74 

Iteration 4 1,041.30 1,472.50 337.00 

Iteration 5 1,038.33 1,536.50 337.73 

Iteration 6 1,047.07 1,436.00 346.01 

Iteration 7 1,048.30 1,432.50 324.00 

Iteration 8 1,067.57 1,476.00 545.46 

Iteration 9 1,060.29 1,453.00 337.02 

Iteration 10 1,067.73 1,619.50 365.92 

 

In Table 4, it is possible to observe quite uniform numbers of generations 

with respect to the average in each iteration (range of 1,041.30 to 1,067.73). 

However, the results vary much more in terms of the median values. Because 

of the randomness of the algorithm, the maximum values might be within a 

very wide range of values. That is why this research shows a frequency graph, 

gathering all the number of generations regarding the iterations.   

Last but not least, it is worth mentioning the efficiency of the 

aforementioned methodology. After trying the solution on a computer with 

the following features: 

Windows 10 

Intel Core I7-4702MQ with 2.20 GHz 

8 GB of RAM 

Intel HD Graphics 4600. 

The following calculation time is collected in Table 5. 

Table 5 
The most important features regarding the efficiency of a single requirement taken as a sample.  

Metrics       Total Time      

(seconds) 

Number of 

Generations 
Av. per 

generation 

Iteration 1 439 s 1,397 0.31 s 

Iteration 2 137 s 514 0.26 s 

Iteration 3 399 s 1,309 0.30 s 

Iteration 4 252 s 826 0.30 s 

Iteration 5 379 s 1,354 0.27 s 

Iteration 6 241 s 879 0.27 s 

Iteration 7 312 s 1,081 0.28 s 

Iteration 8 225 s 682 0.32 s 

Iteration 9 305 s 907 0.33 s 

Iteration 10 259 s 945 0.27 s 

 

5.4. Discussion 

The usage of machine learning algorithms as binary classifiers allows both 

approaches to have a fully automatized and continuous learning solution; it 

allows the methodologies to be fully scalable and perfectly adaptable to each 

discipline [RQ1, RQ2]. The great adaptability is a very important point to 

highlight in contrast with other approaches such as the usage of templates and the 

calculation of the similarity of the requirements to these predefined templates or 

a checklist of requirements where the fix rules that they define might or might 

not apply to projects in different scenarios with dissimilar needs. 

It is worth mentioning the main benefits of genetic algorithms. They provide 

a multi-objective optimisation focused on the quality and the reduction of the 

effort cost and providing a massive amount of solutions tailored to each case 

[RQ3].  

Regarding the comparison of both approaches, the most efficient regarding 

the estimated effort cost is the usage of the inner rules from the de decision trees 

for generating new solutions. This approach presented an average of 2.81 effort 

costs. Because of its functionality, it was previously known that this number 

represents the most efficient value that is possible to obtain, consisting of 1.03% 

lower than the results obtained by the genetic algorithm, which obtained an 

average of 2.84. However, it is equally important to point out that both 

approaches obtained the same results in 85.1% of the cases.  

 

Despite the better efficiency of the first approach, some important pitfalls are 

necessary to highlight: 

• The genetic algorithm completely insolates the process of 

classification and generation of new solutions, and this fact makes 

for a much more flexible classification process. One that is able to 

pick the most accurate binary classifier depending on the dataset, 

regardless of whether it is supervised learning, unsupervised, semi-

supervised, or even deep learning with any kind of configuration 

parameters and with a better adaptation to the project needs. 

• An increase of an effort cost of 0.02 is not a meaningful amount. 

• Although the solution always reaches the hypothetically optimal 

solution, in a practical implementation, that is not always the most 

suitable. The number of generated results is always much more 

limited with the usage of decision trees than with genetic 

algorithms, which is a clear disadvantage. 

In conclusion, the fact of saving 1.03% in estimated effort costs does not 

compensate for the other benefits that can be extracted from the usage of the 

genetic algorithms: a larger number of solutions and more flexibility regardless 

of the binary classifier [RQ3]. The main purpose of the other approach is to 

establish a different way to simultaneously accomplish the same goals in order to 

measure how efficient the proposed solution is compared to the optimal value in 

a scenario with real data. 

 

5.5. Answering the research questions 

      All three research questions have been answered at this point. The paper 

presents two different approaches for a full-fledged methodology allowing 

classification and quality enhancement with different strengths [RQ1]. For the 

classification process, a binary classifier was implemented for identifying the 

patterns within the dataset and to predict the quality of requirements reliably 

[RQ2]. For the quality enhancement, the paper suggests the usage of genetic 

algorithms that were able to get the optimal value in 85.1% of the cases with an 

average of 0.02 more effort cost than the optimal and with the inner rules of the 

decision trees [RQ3]. 

5.6. Threats to validity 

External validity threats: 

The classification of requirements depends on the subjectivity of each person, 

thus a wrong classified instance can make the classifier reach incorrect 

classifications by replicating the error. Likewise, the misclassified requirements 

are wrong inputs for the genetic algorithm. Hence, the classification criterium is 

a potential threat when applying the current methodology in other scenarios. 

In the current project, this problem has been addressed in two different ways: 

first, the dataset has been classified by experts in the matter, reducing the 

misclassification, and second, the methodology used rule induction algorithms 

which are statistically robust against noise. 

Other possibilities for solving the classification problem would be the use of 

a framework for classification or the accomplishment of different rules as stated 

in [4]. 

 

 

 



 

Internal validity threats: 

The fact that the quality of the requirements is measured depending on 

correctness and not on completeness or consistency. The set of extracted features 

out of each requirement have the focus on handling correctness. Proving that this 

methodology can work with different metrics other than correctness is considered 

out of the scope of this paper. 

Although it is necessary to get the opinion of a requirements analyst in order 

to perform the initial requirements classification, it is also true that after that 

process, the system is fully automatised and does not require human interaction 

until the final results are provided. 

In conclusion, it is possible to establish that, despite the limitations and the 

validity threats, the study presents a complete solution for enhancing the quality 

of requirements supported by robust results in a scenario with real data. 

 

6. Conclusions 

As a final inference, this paper takes one step forward regarding requirements 

engineering, suggesting the usage of a full-fledge methodology that is able to 

extract the most meaningful features of each requirement concerning the 

correctness and is able to evaluate the quality of the requirements with the same 

criteria as experts. 

Lastly, after detecting the requirements that are more prone to be problematic, 

it suggests multiple solutions on how to modify the bad requirements according 

to the same criteria in the classification process, with the primary goal of assisting 

the end user in identifying bad quality requirements and modifying them. 

One of the most important strengths worth mentioning is its completeness and 

validation. The methodology was able to obtain an optimal value in 85.1% of the 

real-time scenario cases with a sample of 489 requirements classified as ‘bad’ 

after performing 10 iterations; 59.8% was achieved after only one iteration with 

the classification process obtaining nearly 90% accuracy. 

7. Future Works 

The main results shown in the previous sections (2.84 of effort cost whereas 

the optimal is 2.81) do not leave too much room for improvement regarding the 

efficiency in the effort costs. However, to reach that conclusion, the algorithm 

needs to perform on an average of over one thousand generations which implies 

over 12,000 different generated solutions.  

That is because the randomness of the genetic algorithm makes finding the 

best value very late, and hence, obtains a large number of generations and a great 

effort cost number. In order to handle this issue, it is possible to use different 

approaches, such as changing the initial population of chromosomes to ensure 

that they have a higher fitness or modifying the exit condition for achieving 

greater efficiency. 

Utilising the current methodology, another useful implementation could be 

the measurements of the estimated performance in a future project based on its 

requirements quality and how much it changes after the utilisation of the 

methodology.  

Finally, another possible future work could be on the implementation of the 

methodology using other metrics to handle the correctness and other areas inside 

the requirements quality. 
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